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Abstract 
The attached document prov



  
 

Introduction 
The attached document provides an example proof-of-concept (POC) for a Network 
Appliance Metrocluster solution providing storage for a Microsoft Exchange mail server. The 
document provides an excellent example of how to document and test a customer specific 
installation before going into production. The documented configuration details and, more 
importantly, processes are invaluable when failures occur. It should be noted that this 
example is done using iSCSI, however, the steps are identical for an implementation using a 
FC SAN for host storage connectivity.The POC does an excellent job of explaining what 
needs to be tested, how to test it and how to recover from specific failure scenarios. It is 
provided as an example and in intended to be used as a template which can be used as a 
reference for creating a POC for a specific customer implementation. 
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Document Purpose 
This document is meant for the use by technical staff and management to document the 
configuration and testing of a clustered Microsoft® Exchange solution using MSCS and iSCSI 
in combination with NetApp MetroCluster. 

High-Level Purpose 
The purpose of this proof of concept is to show 

 Reliable and predictable solution behavior 

 Filer performance that can acceptably support anticipated user load 

 Continued availability upon loss of any component (i.e., no single point of failure) 

 Rapid business continuance/disaster recovery in the case of full site disaster 

Assumptions/Statements 
Throughout this document it is assumed that we have two physical sites named “a” and “b.” 
These sites are separated by more than 500 m, but less than 30 km (or more, subject to the 
acceptable latency increase to the application). Naming of all components will clearly show if 
they are physically located at site “a” or site “b.” 

High-Level Topology Diagram 
The overall solution uses NetApp MetroCluster on the back end for storage availability, and a 
four-node MSCS cluster on the front end for application availability. The nodes are running 
Windows® 2003 and Exchange 2003 and logically support two Exchange Virtual Servers 
(EVSs) accessing their storage via the iSCSI protocol. In the “normal” situation one EVS is 
active on one site and accessing the storage at that site, and the other EVS is active on the 
other site and accessing the storage at that site. Figure 1 on the following page depicts the 
general layout of POC components that are described in more detail later in this document. 

 



  
 

 

Figure 1) Exchange MetroCluster POC topology.



  
 
 

Filer Setup 
The filer and FC switches were configured using the instructions in the Data ONTAP™ 6.5 
FAS900 Series Appliance Cluster Guide, and the current firmware levels and other notes 
found on the NOW™ (NetApp on the Web) site. 

 Data ONTAP release: 6.5P5 

 Brocade firmware: v3.0.2p 

High-level Filer Configuration 
Two FAS940 series filers (each with two DS14mk2-HA shelves full of 72GB 10k drives) 
connected with the VI-MC interconnect, and four Brocade 3200 switches were used in this 
proof of concept. The filers are named fas940-a-1 and fas940-b-1, and the switches are 
named bro3200-a-1, bro3200-a-2, bro3200-b-1, and bro3200-b-2. 

Slot Assignments 
The filers are configured identically in terms of hardware with the following cards/slot 
assignments: 

Slot # Card Purpose 

1 X3300A: Remote management card Remote monitoring/ 
management 

5 X2050A: Dual optical Fibre Channel for mirroring Disk connection 

6 X1922A: VI-MetroCluster Cluster interconnect 

7 X3140A: NVRAM4 NVRAM card 

8 X2050A: Dual optical Fibre Channel for mirroring Disk connection 

11 X1047: Quad-port GbE with copper  Connectivity to iSAN 

Network Settings 
fas940-a-1: 

Interface IP Address Purpose 

e0 10.64.31.116, partner e0 LAN 

e11a 172.16.39.100, partner e11a Exchange iSAN 

 

fas940-b-1: 

Interface IP Address Purpose 

e0 10.64.31.117, partner e0 LAN 

e11a 172.16.39.200, partner e11a Exchange iSAN 

Back-end FC Switch Connections 
The back-end FC switches in a MetroCluster environment must be set up in a specific manner 
for the solution to function properly. In the sections below, the switch and port connections are 
detailed and should be implemented exactly as documented. 

bro3200-a-1 
IP address: 10.64.31.65 



  
 
Domain ID: 1 

 

Port Bank / Pool Connected with Purpose 

0 1 / 0 fas940-a-1, 8a Disk HBA for bank 2 shelves 

1 1 / 0 fas940-a-1, 5a Disk HBA for bank 2 shelves 

2 1 / 1 filer “b” pool 1, ESH A Disk shelf owned by bank 2 

3 1 / 1   

4 2 / 0 filer “a” pool 0, ESH A Disk shelf owned by bank 1 / 0 

5 2 / 0   

6 2 / 1 bro3200-b-1, port 2 ISL 

7 2 / 1 fas940-a-1, 6a Cluster interconnect 

 

bro3200-a-2 
IP address: 10.64.31.66 

Domain ID: 2 

Port Bank / Pool Connected with Purpose 

0 1 / 0 fas940-a-1, 8b Disk HBA for bank 2 shelves 

1 1 / 0 fas940-a-1, 5b Disk HBA for bank 2 shelves 

2 1 / 1 filer “b” pool 1, ESH B Disk shelf owned by bank 2 

3 1 / 1   

4 2 / 0 filer “a” pool 0, ESH B Disk shelf owned by bank 1 

5 2 / 0   

6 2 / 1 bro3200-b-2, port 2 ISL 

7 2 / 1 fas940-a-1, 6b Cluster interconnect 

 

bro3200-b-1 
IP address: 10.64.31.67 

Domain ID: 3 

Port Bank / Pool Connected with Purpose 

0 1 / 0 filer “b” pool 0, ESH A Disk shelf owned by bank 2 

1 1 / 0   

2 1 / 1 bro3200-a-1, port 6 ISL 

3 1 / 1 fas940-b-1, 6a Cluster interconnect 

4 2 / 0 fas940-b-1, 8a Disk HBA for bank 1 shelves 

5 2 / 0 fas940-b-1, 5a Disk HBA for bank 1 shelves 

6 2 / 1 filer “a” pool 1, ESH A Disk shelf owned by bank 1 

7 2 / 1   

 



  
 

bro3200-b-2 
IP address: 10.64.31.68 

Domain ID: 4 

Port Bank / Pool Connected with Purpose 

0 1 / 0 filer “b” pool 0, ESH B Disk shelf owned by bank 2 

1 1 / 0   

2 1 / 1 bro3200-a-2, port 6 ISL 

3 1 / 1 fas940-b-1, 6b Cluster interconnect 

4 2 / 0 fas940-b-1, 8b Disk HBA for bank 1 shelves 

5 2 / 0 fas940-b-1, 5b Disk HBA for bank 1 shelves 

6 2 / 1 filer “a” pool 1, ESH B Disk shelf owned by bank 1 

7 2 / 1   

 

Volume Setup 
The hardware in the POC is limited to 14 disks usable per filer head. Two of these are for the 
root volume and one is reserved for a spare. The remaining 11 disks have been used to 
create volumes in two different layouts on the two filers; the filer at site “a” has one volume for 
data and one for logs, and the filer at site “b” has one combined volume for both data and 
logs. The two different volume layouts have been chosen to allow performance differences 
apparent in each design choice to be analyzed in a clear manner. All volumes are mirrored 
using SyncMirror™ with pool0 and pool1 disks in sites “a” and “b” respectively. 

 

The volume layout in detail: 

Filer Volume 
Name 

Volume Options # Disks Purpose 

fas940-a-1 exch_data RAID4, mirrored, create_ucode, 
convert_ucode 

7 Exchange data 
for “EVS-A,” 
public storage 
group & Quorom 

fas940-a-1 exch_logs RAID4, mirrored, create_ucode, 
convert_ucode 

4 Exchange logs 
for “EVS-A” 

fas940-a-1 vol0 RAID4, mirrored, create_ucode, 
convert_ucode 

2 Root volume 

fas940-b-1 exch RAID4, mirrored, create_ucode, 
convert_ucode raidsize 11 

11 Exchange data 
and logs for 
“EVS-B” 

fas940-b-1 vol0 RAID4, mirrored, create_ucode, 
convert_ucode 

2 Root volume 

 

Host Setup 

High-level Host Configuration 
Four HP Netserver servers (mixed configs between 1 or 2 PIII processors and 1 to 3GB RAM) 
will be members of the cluster. Additionally, a separate PC serves as the domain 



  
 
controller/DNS server to provide the base Windows services infrastructure. The hosts in the 
cluster are named win2003-a-1, win2003-a-2, win2003-b-1, and win2003-b-2, and the domain 
controller is named dc1. 

Software Configuration 
The hosts in the cluster are installed according to the vendor-supplied procedures with: 

 Windows 2003 Enterprise Edition 

 Microsoft Exchange 2003 Enterprise Edition 

 Microsoft iSCSI initiator 1.03 (free build) 

 SnapDrive™ 3.0.R1 

 SnapManager® for Exchange v3.0 

 NetApp VSS 1.0 

Network Settings 
The following tables provide the network settings for the various Exchange hosts: 

win2003-a-1: 

Hostname Interface IP Address Purpose 

win2003-a-1 FastE 10.64.31.111 LAN 

win2003-a-2 FastE 10.64.31.112 LAN 

win2003-b-1 FastE 10.64.31.113 LAN 

win2003-b-2 FastE 10.64.31.114 LAN 

dc1 FastE 10.64.31.115 LAN 

win2003-a-1 GbE1 172.16.39.111 Exchange iSAN 

win2003-a-2 GbE1 172.16.39.112 Exchange iSAN 

win2003-b-1 GbE1 172.16.39.113 Exchange iSAN 

win2003-b-2 GbE1 172.16.39.114 Exchange iSAN 

win2003-a-1 GbE2 10.0.0.1 MSCS Heartbeat 

win2003-a-2 GbE2 10.0.0.2 MSCS Heartbeat 

win2003-b-1 GbE2 10.0.0.3 MSCS Heartbeat 

win2003-b-2 GbE2 10.0.0.4 MSCS Heartbeat 

iSCSI / LUN Setup 
Several qtrees have been created for the LUN files. These LUNs have the following attributes: 

Purpose Resource 
Group  

Drive LUN 
Size 

LUN File Share 

Quorom Quorom Q:\ .5GB /vol/exch_data/quorom/data.lun quorom 

Public folders EVS-A L:\ 1GB /vol/exch_data/evs-a-
pub/data.lun 

evs-a-pub 

SG1 EVS-A M:\ 66GB /vol/exch_data/evs-a-
sg1/data.lun 

evs-a-sg1 

Logs+Snapinfo EVS-A N:\ 44GB /vol/exch_logs/evs-a-
logs/data.lun 

evs-a-logs 



  
 

SG1 EVS-B O:\ 66GB /vol/exch/evs-b-sg1/data.lun evs-b-sg1 

Logs+Snapinfo EVS-B P:\ 44GB /vol/exch/evs-b-logs/data.lun evs-b-logs 

MSCS Configuration 
Attributes of the Windows and MSCS Cluster setup are as follows: 

 All hosts and filers are members of the Windows 2000 domain “joep.nl” 

 The cluster is named “TestCluster” with IP address 172.16.39.118 

 The domain resource account “rucluster” has been created for the cluster and set with 
appropriate permissions 

 The domain resource account “rusnapdrive” has been created for SnapDrive and 
SnapManager for Exchange and set with appropriate permissions 

Exchange Configuration 
Within the cluster, two cluster groups/EVSs have been defined and are named “EVS-A” and 
“EVS-B.” 

EVS-A 
IP Address 10.64.31.119 

Storage Groups   Public storage group (L:\): contains 1 public store 

  SG1 (M:\): contains 5 mailbox stores 

Transaction Logs   Logs, system files, SMTP/MTA files, Snapinfo (N:\): 

 

EVS-B 
IP Address 10.64.31.120 

Storage Groups   SG1 (O:\): contains 5 mailbox stores 

Transaction Logs   Logs, system files, SMTP files, Snapinfo (P:\): 

 

Data Configuration 
Each virtual server has been loaded with 500 medium-sized mailboxes (1,000 total in the 
domain) using the Loadsim tool from Microsoft. This tool also created public store entries that 
correspond to the mailboxes created. 

Test Scenarios 
The following subsections include test scenarios that will be executed upon successful build 
of the solution previously described in this document. Test scenarios include both availability- 
and performance-related scenarios. Unless mentioned otherwise, prior to the execution of 
each test the environment will be reset to the “normal” running state. This “normal” running 
state will have the EVS-A and Quorum groups active on win2003-a-1, and the EVS-B group 
active on win2003-b-1. Additionally the Loadsim tool will be running and set to perform typical 
user transactions on mailboxes on both EVS-A and EVS-B. 

Performance: Load Simulation in Normal Situation 
To verify a base level of performance can be achieved that is sufficient to support projected 
workloads, several base benchmarks will be run. To test this we used the sio_ntap_win32 
benchmark tool in several situations from the most powerful node, win2003-b-2. 



  
 

File Creation 
Task Use the mkfile32.exe utility to create a file that is 1GB in size for use in 

various performance tests using: 

mkfile32 o:\data 1073741824 

Expected Results File creation 

Actual results File created in 16.36 seconds (64MB/sec) 

 

Sequential Read Workload 
Task Test sequential read performance: 

sio_ntap_win32 100 0 4k 1g 60 10 O:\data 

Expected Results Acceptable throughput 

Actual Results From sio_ntap_win32: 

IOPS: 9209 

Kb/s: 36836 

Client CPU: 65%, Filer CPU: 50%, Filer Disk Util: 25% 

 

Random Read Workload 
Task Test random read performance: 

sio_ntap_win32 100 100 4k 1g 60 10 O:\data 

Expected Results Acceptable throughput 

Actual Results From sio_ntap_win32: 

IOPS: 8174 

Kb/s: 32697 

Client CPU: 55%, Filer CPU: 30%, Filer Disk Util: 40% 

 

Sequential Write Workload 
Task Test sequential write performance: 

sio_ntap_win32 0 0 4k 1g 60 10 O:\data 

Expected Results Acceptable throughput 

Actual Results From sio_ntap_win32: 

IOPS: 8196 

Kb/s: 32786 

Client CPU: 30%, Filer CPU: 85%, Filer Disk Util: 40% 

 

Random Write Workload 
Task Test random write performance: 

sio_ntap_win32 0 100 4k 1g 60 10 O:\data 

Expected Results Acceptable throughput 



  
 

Actual Results From sio_ntap_win32: 

IOPS: 7737 

Kb/s: 30950 

Client CPU: 30%, Filer CPU: 85%, Filer Disk Util: 40% 

 

Random Workload with 50% Read and 50% Write 
Task Test random mixed read and write performance: 

sio_ntap_win32 50 100 4k 1g 60 10 O:\data 

Expected Results Acceptable throughput 

Actual Results From sio_ntap_win32: 

IOPS: 5291 

Kb/s: 21166 

Client CPU: 60%, Filer CPU: 55%, Filer Disk Util: 50% 

 

Random Workload with 50% Read and 50% Write (Jumbo frames) 
Task Test throughput using larger block size and with jumbo frames enabled 

on the client, switch, and filer with a random mixed read and write 
performance: 

sio_ntap_win32 50 100 64k 1g 60 10 O:\data 

Expected Results Higher throughput than previous tests due to efficiencies inherent in the 
use of larger block sizes in combination with larger Ethernet frames 

Actual Results From sio_ntap_win32: 

IOPS: 1362 

Kb/s: 87172 

Client CPU: 20%, Filer CPU: 75%, Filer Disk Util: 70% 

 

Performance: Load Simulation in Failover Situation 
To verify a base level of performance can be achieved that is sufficient to support projected 
workloads in a clustered failover situation, several base benchmarks will be run. To test this 
we used the sio_ntap_win32 benchmark tool in several situations from the most powerful 
node, win2003-b-2, and from win2003-a-1. Note it is unexpected to be in a “failover” situation 
in a nonsite disaster situation for longer than a few hours due to the 4-hour response 
hardware support contract. 

File Creation 
Task Use the mkfile32.exe utility to create a 1GB file for various performance 

tests using: 

“b” node: mkfile32 o:\data 1073741824 

“a” node: mkfile32 m:\data 1073741824 

Expected Results File creation 

Actual Results “b” node: File created in 18.955 seconds (56MB/sec) 

“a” node: File created in 22.203 seconds (48 MB/sec) 



  
 
 

Random Workload with 50% Read and 50% Write 
Task Test random mixed read and write performance: 

“b” node: sio_ntap_win32 50 100 4k 1g 60 10 o:\data 

“a” node: sio_ntap_win32 50 100 4k 1g 60 10 m:\data 

Expected Results Acceptable throughput 

Actual Results From sio_ntap_win32 “b” node only: 

IOPS: 3143 

Kb/s: 12572 

From sio_ntap_win32 “a” node only: 

IOPS: 2866 

Kb/s: 11465 

From sio_ntap_win32 “a” and “b” nodes simultaneously: 

“b” node: 

IOPS: 3229 

Kb/s: 12916 

“a” node: 

IOPS: 3016 

Kb/s: 12065 

 

Availability: Complete Loss of Power to Disk Shelf 
No single point of failure should exist in the solution. Therefore, the loss of an entire shelf will 
be tested. This test will be accomplished by simply turning off both power supplies while a 
load is applied.  

Task Power off the shelf “fas940-b-1 Pool0,” observe results, and then power 
it back on. 

Expected Results Relevant disks go offline, plex is broken, but service to clients 
(availability and performance) is unaffected. When power is returned to 
the shelf the disks will be detected and a resync of the plexes will occur 
without any manual action. 

Actual Results Plex was broken and volumes entered degraded mode as visible from 
“vol status” command. No performance or availability impact on clients 
was observed. Upon reconnecting power to the shelf the disks were 
detected and a resync of the volumes began automatically. In just over 
eight minutes the resync completed and the volumes were again in 
mirrored mode as visible from vol status command. During resync no 
performance or availability impact on clients was observed. 

 

Availability: Loss of One Link on One Disk Loop 
No single point of failure should exist in the solution. Therefore, the loss of one disk loop will 
be tested. This test will be accomplished by removing a fiber patch lead from one of the 
shelves. 



  
 

Task Remove fiber entering fas940-a-1 Pool0, ESH A, observe results, and 
then reconnect the fiber. 

Expected Results Filer messages that some disks are connected to only one switch will be 
displayed, but service to clients (availability and performance) will be 
unaffected. When the fiber is reconnected filer messages that disks are 
now connected to two switches will be displayed. 

Actual Results Expected results were seen; no performance or availability impact on 
clients was observed. 

 

Availability: Loss of Brocade Switch 
No single point of failure should exist in the solution. Therefore, the loss of an entire Brocade 
switch will be tested. This test will be accomplished by simply removing the power cord from 
the switch while a load is applied.  

Task Power off the Fibre Channel switch “bro3200-b-2,” observe results, and 
then power it back on. 

Expected Results Filer messages that some disks are connected to only one switch and 
that one of the cluster interconnect is down will be displayed, but service 
to clients (availability and performance) will be unaffected. When power 
is restored and the switch completes its boot process, filer messages 
will be displayed to indicate that the disks are now connected to two 
switches and that the second cluster interconnect is again active. 

Actual Results Expected results were seen; no performance or availability impact on 
clients was observed. 

 

Availability: Loss of One ISL 
No single point of failure should exist in the solution. Therefore, the loss of one of the 
interswitch links (ISLs) will be tested. This test will be accomplished by simply removing the 
fiber between two of the switches while a load is applied.  

Task Remove the fiber between bro3200-a-1 and bro3200-b-1. 

Expected Results Filer messages that some disks are connected to only one switch and 
that one of the cluster interconnect is down will be displayed, but service 
to clients (availability and performance) will be unaffected. When ISL is 
reconnected filer messages will be displayed to indicate that the disks 
are now connected to two switches and that the second cluster 
interconnect is again active. 

Actual Results Expected results were seen; no performance or availability impact on 
clients was observed. 

 

Availability: Failure of Filer 
No single point of failure should exist in the solution. Therefore, the loss of one of the filers 
itself will be tested. This test will be accomplished by simply turning off both power supplies of 
the filer. 

Task Power off the running fas940-a-1. 

Expected Results Slight delay from a host perspective will occur while iSCSI tears down 
and rebuilds the connection as a result of the change of processing from 
one filer to the other. Failover of MSCS resources should not occur and 
there should be no errors visible at the application level. 



  
 

Actual Results No drive errors were seen on any of the cluster nodes, no failover of 
MSCS resources occurred. In the event log an iScsiPrt error 20 was 
logged (connection to target was lost), several iScsiPrt error 7 (initiator 
could not send PDU) and finally an iScsiPrt error 34 (connection lost but 
reconnect was successful). Eight seconds passed between the first and 
last events. 

 

Availability: Failback of Filer 
As a follow-up to the previous test, the data serving must be failed back to the previously 
failed filer to return to the normal operating state. This test will be accomplished by issuing a 
command on the surviving filer to request that processing be returned to the previously failed 
filer. 

Task Power on fas940-a-1. Issue a cf giveback command on fas-940-b-1 to 
cause the failback to occur. 

Expected Results Slight delay will occur from a host perspective while iSCSI tears down 
and rebuilds the connection as a result of the change of processing from 
one filer to the other. Failover of MSCS resources should not occur, and 
no errors should be displayed at the application level. 

Actual Results No drive errors were seen on any of the cluster nodes, no failover of 
MSCS resources occurred. In the event log an iScsiPrt error 20 was 
logged (connection to target was lost), an iScsiPrt error 7 (initiator could 
not send PDU), then a iScsiPrt error 1 (initiator failed to connect to 
target) and finally an iScsiPrt error 34 (connection lost but reconnect 
was successful). Between the first and last events 88 seconds passed. 

 

Availability: “Stop” Screen Crash on Node with Active Groups 
To test availability of the MSCS solution we will intentionally cause a “stop” screen crash (aka 
“blue screen”). The details of how to cause the “stop” screen can be found in Microsoft 
Knowledgebase 244139. 

Task Perform the setup steps in Knowledgebase 244139 to allow for the 
“stop” screen to be caused on win2003-b-1. Transfer the EVS-B group 
and the cluster group (Quorum) to win2003-b-1 and initiate a “stop” 
system crash. 

Expected Results Host should crash and the remaining cluster nodes should realize what 
has happened and transfer the resources to one or more surviving 
nodes.  

Actual Results Host crashed successfully, the cluster group came online 85 seconds 
later, and thereafter the resources in EVS-B began initializing, 
completing about 4 minutes later. 

 

Availability: Failure of LAN Connection on Node with Active 
Groups 

To test availability of the MSCS solution we will remove the LAN (public) interface from a 
node that has an active EVS. 

Task Move EVS-B to win2003-b-1 and remove the cable from the LAN 
(public) interface. 

Expected Results Cluster should realize that the interface resource has gone offline and 
relocate the cluster group on a surviving node. 



  
 

Actual results Expected results were seen and the EVS-B group was moved to 
win2003-b-2, although it took just over 6 minutes to complete. 

 

Availability: Failure of iSAN Connection on Node with Active 
Groups 

To test availability of the MSCS solution we will remove the link used for the iSCSI traffic on a 
node with active groups. 

Task Move EVS-A to win2003-a-1 and remove the cable from the iSAN 
interface. 

Expected Results Cluster disk resources should enter the failed state forcing ownership 
change of the cluster group to a surviving node. 

Actual Results Expected results were seen and the EVS-A group was moved to 
win2003-a-2. The original owner detected the failure and after 4 minutes 
began moving the group to a surviving node, which completed 1 minute 
later. Total time for all actions is thus 5 minutes. 

 

Availability: Failure of Heartbeat Connection on Node with Active 
Groups 

To test availability of the MSCS solution we will remove the link used for the cluster heartbeat 
connection on a node with active groups. 

Task Move EVS-A to win2003-a-1 and remove the cable from the heartbeat 
interface. 

Expected Results No failover should occur because there are multiple interfaces that can 
be used for heartbeat traffic. 

Actual Results Expected results were seen and no failover occurred. 

 

Availability: Failure of Both Windows Nodes on One Site 
To test availability of the MSCS solution we will fail both Windows nodes on one site. 

Task Remove power cables from win2003-a-1 and win2003-a-2. 

Expected Results The EVS-A and cluster group (Quorum) on win2003-a-1 should be 
transferred to win2003-b-2. 

Actual Results Expected results were seen and the EVS-A group and cluster group 
(Quorum) were moved to win2003-b-2. The failure was detected 
immediately, and failover occurred and completed in just over 1 minute. 

 

Availability: Loss of Entire Site/Disaster Declared 
To test availability of the overall solution we will simulate loss of an entire site. 



  
 

Task Test the failure of the “a” site by interrupting the following components in 
this order, in rapid succession: 

 Remove both ISLs 

 Remove power from fas940-a-1 

 Remove power from win2003-a-1 & win2003-a-2 

To declare the disaster and perform a takeover at the surviving site 
issue a cf forcetakeover -d command on fas940-b-1. The LUNs from the 
dead filer (fas940-a-1) must be brought online since cf forcetaker –d will 
set the LUNS from the fas940-a-1 head offline. It is important that 
cluster service be shut down on all nodes and then restarted one node 
at a time.  

 Using FilerView® or the CLI bring online all LUNs that were brought 
offline by the cf forcetaker –d command on fas940-a-1 (now running 
on the same head as fas940-b-1). 

 Ensure that the cluster service is not running on any of the nodes. 

 Start the cluster service on one node on “b” site, win2003-b-2. 

 To speed further steps, take all resource groups offline, and then 
set online only the disk resources. Each disk must be online; 
otherwise the remaining nodes will encounter errors when trying to 
connect to those shared disks. 

 Start the cluster service on the remaining “b” node, win2003-b-1. 

 To test disk connections set group ownership for EVS-A and EVS-B 
to win2003-b-1. Disks should be transferred and come online while 
other resources should remain offline. Set the ownership to 
win2003-b-1 for the Quorum cluster group as well to verify that the 
node is fully functional. 

 At this point split resource groups as you like and set all 
components online. Also, remove the registry entries added above 
and restart the service to set SnapDrive back its default behavior. 

Expected Results The cluster should initially go offline because disk Quorum access will 
not be possible. After the DR takeover command is issued, the steps of 
connecting any disk resources on the “a” filer should be completed 
allowing the cluster resources to come online. Obviously there should 
be no loss of data or corruption. 

Actual Results All cluster groups went offline and the cluster service itself also stopped 
on the surviving nodes. We issued the takeover command on the filer 
and 25 seconds later the filer takeover had completed. The remaining 
steps were taken and the cluster and all resources were brought online 
successfully. In the three trials of this test, at no time was loss of data or 
corruption of the Exchange databases encountered. 

 

Availability: Restore of Entire Site/Recover from Disaster 
To test availability of the overall solution we will simulate recovery after loss of an entire site. 



  
 

Task First reconnect the ISL between sites so that the fas940-b-1 can see the 
disk shelves from site “a.” After connection, the “b” Pool1 volumes will 
automatically begin to resync. The following steps should be followed on 
the windows nodes in site “a”: 

 Individually power on each of the windows nodes. Verify that the 
cluster services correctly start and the node has become part of the 
cluster, and then power up the next node, etc. 

 Set all resources in EVS-A and EVS-B offline, and then set only the 
disk resources online and then move the resource group to the “a” 
node to verify connectivity. 

 Repeat previous steps on remaining “a” site nodes 

Once all windows nodes in the cluster are online properly, turn on 
fas940-a-1. Use the cf status command to verify that a giveback is 
possible and use cf giveback to failback. Once fas940-a-1 is online, 
manually start the resync of volumes using: 

vol mirror <good volname> -v <outdated volname> 

Example: vol mirror exch_data -v exch_data(1) 

Expected Results The addition of the “a” windows nodes to the cluster should be possible 
without affecting the state of the other nodes in the cluster. On cluster 
giveback to the “a” filer the results should be similar to a normal 
giveback (as tested previously). Finally the resync of volumes should be 
started successfully. 

Actual Results Expected results were seen. The addition of the nodes was 
nondisruptive (except for the time required for normal cluster group 
failover within MSCS planned when testing drive connectivity). The 
cluster giveback from a DR situation had the same affect as a normal 
cluster giveback. 

 

Functionality: Exchange Database Backup 
To test backup functionality when using SnapManager for Exchange in a MSCS environment 
we will test an online backup. 

Task Use SnapManager to take a backup of EVS-B while the node is active 
on win2003-b-2. 

Expected Results Backup should complete successfully 

Actual Results Backup was successful. Backup time for Snapshot™ portion was 20 
seconds, additional time depends on the number of logfiles that must be 
copied (20MB/sec transfer rate was seen) and can be affected by other 
processing load on the host. 

 

Functionality: Exchange Database Restore 
To test restore functionality when using SnapManager for Exchange in a MSCS environment 
we will test restore on a node other than where the backup was taken. 

Task Transfer the EVS-B group to win2003-b-1 and perform an “up-to-the-
minute” restore of the backup previously made from win2003-b-2. 
Choose to skip the verification step to speed restore time and test this 
new functionality. 

Expected Results Restore should complete successfully. 



  
 

Actual Results Restore was successful; total duration was 11 minutes. 

 

Overall Results 
The solution as tested in this POC performed exceptionally well and throughout all testing 
(including entire site failure tests) at no time was corruption or data loss experienced. The 
combination of Microsoft clustering on the application side and NetApp clustering on the 
storage side proved to be a great combination to meet the highest availability, performance, 
and scaling requirements. Although the solution tested included two Exchange virtual servers 
in a four-node Windows 2003 cluster, we believe the solution can be scaled by adding 
additional nodes/EVSs without significant redesign on the storage side up to the maximum 
supported by Windows 2003. Further the use of SnapManager for Exchange allowed for 
seamless backup and restore capabilities across the cluster resources, simplifying and 
removing some of the typical pain points of these tasks. In summary, we believe the solution 
tested in this document to be a good working blueprint to provide the highest in availability, 
performance, and scalability to meet even the most demanding messaging requirements.  

Additional Information 
Several other documents are useful to understand the overall solution and should be 
consulted for additional information: 

 Data ONTAP 6.5 FAS900 Series Appliance–Cluster Guide 

 Data ONTAP 6.5 Data Protection–Online Backup and Recovery Guide 

 Data ONTAP 6.5 System Administration–Block Access Management Guide for iSCSI 

 SnapDrive 3.0 Installation and Administration Guide 

 SnapManager 3.0 for Microsoft Exchange–Installation and Administration Guide 
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